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Map the computations to the programming model.

Deployment Configuration

All of the settings (e.g., blocks, threads, and etc.) to be determined are encoded as a feature
vector x which is termed a deployment configuration.

Preliminaries – Programming Model
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Design Space

For each DNN layer, the design space D contains all of the candidate configurations.

Typically, there are more than millions of candidates for each layer.

Optimization Objective

For each layer, find the deployment configuration x∗ ∈ D which has the best performance.

Challenges

• Extremely large design space

• Slow compilation process

• Underutilized historical information

Preliminaries – Problem Formulation
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Our Solution

Deep Gaussian Transfer Learning



Transfer Learning Based on Deep Gaussian Processes

• Layer-wise optimization

• Stage 1 preparation: learn a deep Gaussian process model from historical data

• model pre-training

• Stage 2 transfer: transfer knowledge of the DGP model to new tasks

• model tuning

• Stage 3 optimal searching: guide the optimization of new tasks with the tuned DGP
model

• the tuned DGP model is used as the cost model in the searching algorithm

Our Solution – Deep Gaussian Transfer Learning
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Deep Gaussian Processes with Stochastic Variational Inference

• task: f : x→ y

• historical feature vectors X = {x1, . . . , xN}, objective GFLOPS values y = {y1, . . . .yN}

Deep Gaussian process: Multi-layer GP Model

• function values of L layers: {f 1, . . . , f L}, f 0 = X

• hyper-parameters in the l-th layer: θl

• sparse Gaussian approximations

• train the model through maximum log likelihood estimation:

max
{zl,θl}L

l=1

[
N∑

i=1

EQ(f L
i |u;xi,Z)[logP(yi|f L

i ;θ
L)]

]
−

L∑
l=1

KL[Q(ul)‖P(ul;θl)], (1)

Our Solution – Stage 1: Preparation
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Transfer Knowledge to New Tasks

• Historical data: source task

• New deployment task: target task

Similarities and Differences

• Similar types of layers and hardware architectures.

• Different task hyper-parameters and different amounts of resources.

Two Steps

• Find a good tuning data set (from the target data set)

• Transfer the knowledge efficiently

Our Solution – Stage 2: Transfer
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Find A Good Tuning Set

• Randomly sample an initial set of configurations (target task)

• Use the learned DGP model (source task) to predict performance values

• Choose the configurations with top predicted values, denoted as Xt

• Compile and deploy the configurations to get the real performance values yt

Transfer Knowledge – Maximum-a-posteriori Estimation

• Prior parameters θ̃, new parameters θ̂

• According to the Bayes’ theorem, find the optimal θ̂, to maximize the posterior
distribution P(θ̂|yt):

P(θ̂|yt) ∝ P(θ̂) · P(yt|θ̂), (2)

Our Solution – Stage 2: Transfer
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• The tuned DGP model is served as the performance estimator.

• No need to compile and deploy configurations.

• Use traditional searching algorithms (e.g., simulated annealing) to search the optimal
configuration.

History 
Conf.

DNN
Model

DGP Model

Conf.
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Figure 1: (Left): Deep Gaussian Process illustration1. (Middle): Histograms of a random selection of
inducing outputs. The best-fit Gaussian distribution is denoted with a dashed line. Some of them
exhibit a clear multimodal behaviour. (Right): P-values for 100 randomly selected inducing outputs
per dataset. The null hypotheses are that their distributions are Gaussian.

resulting in a Bayesian ‘self-tuning’ covariance function that fits the data without any human input
[Damianou, 2015].

The deep hierarchical generalization of GPs is done in a fully connected, feed-forward manner. The
outputs of the previous layer serve as an input to the next. However, a significant difference from
neural networks is that the layer outputs are probabilistic rather than exact values so the uncertainty is
propagated through the network. The left part of Figure 1 illustrates the concept with a single hidden
layer. The input to the hidden layer is the input data x and the output of the hidden layer f1 serves as
the input data to the output layer, which itself is formed by GPs.

Exact inference is infeasible in GPs for large datasets due to the high computational cost of working
with the inverse covariance matrix. Instead, the posterior is approximated using a small set of pseudo
datapoints (⇠100) also referred to as inducing points [Snelson and Ghahramani, 2006, Titsias, 2009,
Quiñonero-Candela and Rasmussen, 2005]. We assume this inducing point framework throughout
the paper. Predictions are made using the inducing points to avoid computing the covariance matrix
of the whole dataset. Both in GPs and DGPs, the inducing outputs are treated as latent variables that
need to be marginalized.

The current state-of-the-art inference method in DGPs is Doubly Stochastic Variation Inference
(DSVI) [Salimbeni and Deisenroth, 2017] which has been shown to outperform Expectation Prop-
agation [Minka, 2001, Bui et al., 2016] and it also has better performance than Bayesian Neural
Networks with Probabilistic Backpropagation [Hernández-Lobato and Adams, 2015] and Bayesian
Neural Networks with earlier inference methods such as Variation Inference [Graves, 2011], Stochas-
tic Gradient Langevin Dynamics [Welling and Teh, 2011] and Hybrid Monte Carlo [Neal, 1993].
However, a drawback of DSVI is that it approximates the posterior distribution with a Gaussian. We
show, with high confidence, that the posterior distribution is non-Gaussian for every dataset that
we examine in this work. This finding motivates the use of inference methods with a more flexible
posterior approximations.

In this work, we apply an inference method new to DGPs, Stochastic Gradient Hamiltonian Monte
Carlo (SGHMC), a sampling method that accurately and efficiently captures the posterior distribution.
In order to apply a sampling-based inference method to DGPs, we have to tackle the problem of
optimizing the large number of hyperparameters. To address this problem, we propose Moving
Window Monte Carlo Expectation Maximization, a novel method for obtaining the Maximum
Likelihood (ML) estimate of the hyperparameters. This method is fast, efficient and generally
applicable to any probabilistic model and MCMC sampler.

One might expect a sampling method such as SGHMC to be more computationally intensive than a
variational method such as DSVI. However, in DGPs, sampling from the posterior is inexpensive,
since it does not require the recomputation of the inverse covariance matrix, which only depends on
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Figure 1: (Left): Deep Gaussian Process illustration1. (Middle): Histograms of a random selection of
inducing outputs. The best-fit Gaussian distribution is denoted with a dashed line. Some of them
exhibit a clear multimodal behaviour. (Right): P-values for 100 randomly selected inducing outputs
per dataset. The null hypotheses are that their distributions are Gaussian.

resulting in a Bayesian ‘self-tuning’ covariance function that fits the data without any human input
[Damianou, 2015].

The deep hierarchical generalization of GPs is done in a fully connected, feed-forward manner. The
outputs of the previous layer serve as an input to the next. However, a significant difference from
neural networks is that the layer outputs are probabilistic rather than exact values so the uncertainty is
propagated through the network. The left part of Figure 1 illustrates the concept with a single hidden
layer. The input to the hidden layer is the input data x and the output of the hidden layer f1 serves as
the input data to the output layer, which itself is formed by GPs.

Exact inference is infeasible in GPs for large datasets due to the high computational cost of working
with the inverse covariance matrix. Instead, the posterior is approximated using a small set of pseudo
datapoints (⇠100) also referred to as inducing points [Snelson and Ghahramani, 2006, Titsias, 2009,
Quiñonero-Candela and Rasmussen, 2005]. We assume this inducing point framework throughout
the paper. Predictions are made using the inducing points to avoid computing the covariance matrix
of the whole dataset. Both in GPs and DGPs, the inducing outputs are treated as latent variables that
need to be marginalized.

The current state-of-the-art inference method in DGPs is Doubly Stochastic Variation Inference
(DSVI) [Salimbeni and Deisenroth, 2017] which has been shown to outperform Expectation Prop-
agation [Minka, 2001, Bui et al., 2016] and it also has better performance than Bayesian Neural
Networks with Probabilistic Backpropagation [Hernández-Lobato and Adams, 2015] and Bayesian
Neural Networks with earlier inference methods such as Variation Inference [Graves, 2011], Stochas-
tic Gradient Langevin Dynamics [Welling and Teh, 2011] and Hybrid Monte Carlo [Neal, 1993].
However, a drawback of DSVI is that it approximates the posterior distribution with a Gaussian. We
show, with high confidence, that the posterior distribution is non-Gaussian for every dataset that
we examine in this work. This finding motivates the use of inference methods with a more flexible
posterior approximations.

In this work, we apply an inference method new to DGPs, Stochastic Gradient Hamiltonian Monte
Carlo (SGHMC), a sampling method that accurately and efficiently captures the posterior distribution.
In order to apply a sampling-based inference method to DGPs, we have to tackle the problem of
optimizing the large number of hyperparameters. To address this problem, we propose Moving
Window Monte Carlo Expectation Maximization, a novel method for obtaining the Maximum
Likelihood (ML) estimate of the hyperparameters. This method is fast, efficient and generally
applicable to any probabilistic model and MCMC sampler.

One might expect a sampling method such as SGHMC to be more computationally intensive than a
variational method such as DSVI. However, in DGPs, sampling from the posterior is inexpensive,
since it does not require the recomputation of the inverse covariance matrix, which only depends on
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Quiñonero-Candela and Rasmussen, 2005]. We assume this inducing point framework throughout
the paper. Predictions are made using the inducing points to avoid computing the covariance matrix
of the whole dataset. Both in GPs and DGPs, the inducing outputs are treated as latent variables that
need to be marginalized.

The current state-of-the-art inference method in DGPs is Doubly Stochastic Variation Inference
(DSVI) [Salimbeni and Deisenroth, 2017] which has been shown to outperform Expectation Prop-
agation [Minka, 2001, Bui et al., 2016] and it also has better performance than Bayesian Neural
Networks with Probabilistic Backpropagation [Hernández-Lobato and Adams, 2015] and Bayesian
Neural Networks with earlier inference methods such as Variation Inference [Graves, 2011], Stochas-
tic Gradient Langevin Dynamics [Welling and Teh, 2011] and Hybrid Monte Carlo [Neal, 1993].
However, a drawback of DSVI is that it approximates the posterior distribution with a Gaussian. We
show, with high confidence, that the posterior distribution is non-Gaussian for every dataset that
we examine in this work. This finding motivates the use of inference methods with a more flexible
posterior approximations.

In this work, we apply an inference method new to DGPs, Stochastic Gradient Hamiltonian Monte
Carlo (SGHMC), a sampling method that accurately and efficiently captures the posterior distribution.
In order to apply a sampling-based inference method to DGPs, we have to tackle the problem of
optimizing the large number of hyperparameters. To address this problem, we propose Moving
Window Monte Carlo Expectation Maximization, a novel method for obtaining the Maximum
Likelihood (ML) estimate of the hyperparameters. This method is fast, efficient and generally
applicable to any probabilistic model and MCMC sampler.

One might expect a sampling method such as SGHMC to be more computationally intensive than a
variational method such as DSVI. However, in DGPs, sampling from the posterior is inexpensive,
since it does not require the recomputation of the inverse covariance matrix, which only depends on

1Image source: Daniel Hernández-Lobato

2

Figure 1: (Left): Deep Gaussian Process illustration1. (Middle): Histograms of a random selection of
inducing outputs. The best-fit Gaussian distribution is denoted with a dashed line. Some of them
exhibit a clear multimodal behaviour. (Right): P-values for 100 randomly selected inducing outputs
per dataset. The null hypotheses are that their distributions are Gaussian.

resulting in a Bayesian ‘self-tuning’ covariance function that fits the data without any human input
[Damianou, 2015].

The deep hierarchical generalization of GPs is done in a fully connected, feed-forward manner. The
outputs of the previous layer serve as an input to the next. However, a significant difference from
neural networks is that the layer outputs are probabilistic rather than exact values so the uncertainty is
propagated through the network. The left part of Figure 1 illustrates the concept with a single hidden
layer. The input to the hidden layer is the input data x and the output of the hidden layer f1 serves as
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Exact inference is infeasible in GPs for large datasets due to the high computational cost of working
with the inverse covariance matrix. Instead, the posterior is approximated using a small set of pseudo
datapoints (⇠100) also referred to as inducing points [Snelson and Ghahramani, 2006, Titsias, 2009,
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Baselines

• AutoTVM 1

• CHAMELEON (ICLR’20) 2

• GGA (DAC’20) 3

Quality Metrics

• Inference latency

• Search time: time cost to find the best solution

• Hyper-volume (HV) = Redu. of Inference Latency× Redu. of Search Time× 100

1Chen, Tianqi, et al. "Learning to optimize tensor programs." NeurIPS, 2018.
2Ahn, Byung Hoon, et al. "Chameleon: Adaptive code optimization for expedited deep neural

network compilation." ICLR, 2020.
3Mu, Jiandong, et al. "A history-based auto-tuning framework for fast and high-performance

DNN design on GPU." DAC, 2020.
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Ablation Studies on the Proposed DGP

• The pre-trained DGP model and XGBoost (used in AutoTVM) are directly used to
predict the GFLOPS values of the new deployment tasks.

• RMSE (root-mean-square-error) is used to characterize the prediction errors.
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Figure 5: RMSE of our predicted GFLOPS, the data are expressed as the ratios to the results of XGBoost in AutoTVM.
Here, our DGP is directly used to predict the GFLOPS of new tasks without tuning. cv: convolution, rb: residual block, sc:
shortcut, sp: separable convolution, dp: depthwise convolution.

4.3. Ablation Studies on the Proposed DGP

We perform ablation studies on our pre-trained DGP
model, i.e., evaluate the results of stage 1 in Figure 4. The
accuracies of directly using DGP trained on the historical
data to predict the performance of configurations of new
layers are plotted, in comparison with the prediction perfor-
mance of the XGBoost used by AutoTVM. For fair com-
parisons, these two methods use the same training data, as
mentioned in Section 4.2. After training, they are directly
used to predict the performance without tuning. The root-
mean-square error (RMSE) of the predicted GFLOPS val-
ues is to characterize the prediction error. The results are
shown in Figure 5. The prediction accuracy of our DGP on
direct convolutional layers outperforms XGBoost remark-
ably, no matter whether with padding or not, or with vari-
ous sizes of kernels, or different sizes of strides. Our DGP
wins on most of the depthwise convolutional layers. As to
the performance of residual blocks, our method is also the
superior one. On these four models, our average results are
the best. It is demonstrated that our DGP models are able to
learn enough prior knowledge of the hidden characteristics
of the hardware architecture, model structures, and etc.

As mentioned above, the pre-trained DGP is used as the
empirical criterion to select a suitable initial configuration
set for the subsequent tuning stage. Note that our target is to
learn the good configurations instead of the whole configu-
ration space. Using our DGP will help choose the useful
configurations and will teach the model to learn more about
the characteristic of this layer. Examples of the sampled
configurations and their on-board GFLOPS values are plot-
ted in Figure 6. In experiments, the tuning set contains 300
configurations. Most of the configurations sampled via our
DGP model are feasible and have continuous GFLOPS val-
ues. In comparison, most of the randomly sampled config-
urations are infeasible on hardware. Besides, the maximum

GFLOPS of the random method is lower than ours which
means the DGP tuned on these random configurations is
unable to give higher prediction values for good configu-
rations.

4.4. Ablation Studies on the Transfer Learning

To prove the effectiveness of our transfer learning
method, we compare the results of using the randomly sam-
pled tuning set with the results of using the tuning set se-
lected by our DGP model (as mentioned in Section 3.4).
The results are shown in Figure 7. The randomly sampled
tuning sets increase the inference latencies significantly.
The reason is that the performance of most of the sampled
configurations is unsatisfying. Randomly sampling a small
number of configurations cannot introduce enough knowl-
edge about the optimal configurations, but confuses the pre-
trained DGPs.

4.5. Performance of the Whole framework

Some results with respect to the reduction of search time
of the whole optimization process and reduction of model
inference latency are analyzed here, compared with the
state-of-the-art baselines. The detailed results are listed in
Table 1. The reported latency is the average of latencies
from 1800 on-board inference trials and is believed to be ac-
curate enough. Usually, there is a trade-off between search
time and model inference latency. To improve the model in-
ference performance, more configurations are sampled and
analyzed in the searching process. Consequently, the search
time increases, and vice versa. For fair comparisons be-
tween these two closely related and interacting metrics, we
introduce the concept of hypervolume (HV) [53]. Hyper-
volume is commonly adopted to measure the solutions of
multi-objective optimization problems. The reduction ra-
tios of inference latency and search time are multiplied, to

7
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Ablation Studies on the Transfer Learning

• AutoTVM

• Transfer learning based on the randomly-sampled tuning set

• Transfer learning based on the tuning set which is sampled by our pre-trained DGP
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Figure 6: The randomly-sampled tuning set and the set selected according to DGP. The data are in descending order. There
are 300 configurations in each tuning set, and the X-axis is the index of the configuration.

Table 1: Comparisons of Search Time and End-to-end Model Inference Latency

Model
AutoTVM [12] ICLR’20 [13] Ours

Search Inference Search Inference HV Search Search Inference Inference HV(h) (ms) Redu. (%) Redu. (%) (h) Redu. (%) (ms) Redu. (%)

MobileNet-v1 31.14 0.8980 - - - 10.06 67.69 0.7664 14.65 9.9168
AlexNet 6.28 1.3467 72.16 5.88 4.2409 2.14 65.96 1.2537 6.91 4.5573
VGG-16 19.92 6.7847 82.56 3.44 2.8418 4.61 76.83 6.4972 4.24 3.2556

ResNet-18 32.04 1.8248 76.67 4.16 3.1915 9.47 70.43 1.7305 5.17 3.6423
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Figure 7: Comparisons between AutoTVM and ours. “Se-
lected” means the tuning configurations are selected by us-
ing our pre-trained DGP as the criterion. “Random” means
the tuning configurations are randomly sampled from the
configuration space without any prior knowledge.

measure the overall performance, as shown in Equation (7).

HV = Redu. of Latency⇥Redu. of Search Time⇥ 100.
(7)

Here the HV value is multiplied by 100 to adjust the order
of magnitude. The solution with a higher HV value is the
better one. The results prove the superior performance of
our method. Compared with ICLR’20 CHAMELEON [13],
though our reductions in search times are not optimal, the
reductions of the inference latencies are much better. Our
overall results are much better than CHAMELEON, with
respect to the HV values. In GGA [14], the authors reduce
the search time of ResNet-18 by 93.17% and reduce the in-
ference latency by 3.26%. Although they have the fastest
search speed, the inference latency is the worst. The HV
value of their method is 3.037, which is also worse than [13]
and ours. Accelerating the search speed too aggressively
does not worth the loss of the quality of results. The precise
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Figure 8: The ratios of the GFLOPS values of VGG-16.

search times and inference latencies of VGG-16, AlexNet,
and MobileNet-v1 are not provided in GGA [14]. For sup-
plementary, the GFLOPS values of VGG-16 are plotted in
Figure 8. Compared with AutoTVM, our method wins on
most layers and has a better average GFLOPS value.

Despite the existing trade-off between the searching time
and the inference latency, on-chip inference latency is ac-
tually the most critical metric since the model deployment
is “once for all”, which means no matter how much time
we spent to optimize the deployment, the faster on-chip in-
ference is more important than the faster optimization pro-
cess. From this perspective, our method also outperforms
the baselines significantly.

5. Conclusion
In this paper, a transfer learning algorithm based on a

deep Gaussian process (DGP) is proposed to optimize the
deployment of DNN models, by using the historical infor-
mation efficiently. The representative DNN layers and mod-
els are tested. Both the search time and inference latency
are reduced simultaneously. The experiments show that our
method outperforms the baselines remarkably.

8
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Table: Comparisons of Search Time and End-to-end Model Inference Latency

Model
AutoTVM CHAMELEON (ICLR’20) Ours

Search Inference Search Inference
HV

Search Search Inference Inference
HV

(h) (ms) Redu. (%) Redu. (%) (h) Redu. (%) (ms) Redu. (%)

MobileNet-v1 31.14 0.8980 - - - 10.06 67.69 0.7664 14.65 9.9168
AlexNet 6.28 1.3467 72.16 5.88 4.2409 2.14 65.96 1.2537 6.91 4.5573
VGG-16 19.92 6.7847 82.56 3.44 2.8418 4.61 76.83 6.4972 4.24 3.2556

ResNet-18 32.04 1.8248 76.67 4.16 3.1915 9.47 70.43 1.7305 5.17 3.6423

• DAC’20 tests on ResNet-18, reduces the search time by 93.17% and reduces the
inference latency by 3.26%. HV is 3.0307, worse than ours and ICLR’20.

• Our method can achieve best final deployment performance and accelerate the
search process at the same time.
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