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These slides contain/adapt materials developed by

Chen, Tianqi, et al. "TVM: An automated end-to-end optimizing compiler for deep learning."

13th USENIX Symposium on Operating Systems Design and Implementation (OSDI 18).
2018.
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77 Pseudo-cade for convalution program for the VIA sccelerator 77 Convolution access pattern dictated by micro-coded progran
77 Virtial Thread o 77 Each register index is derived 35 4 2-D affine function
6: LOAD(PARAAY 0-711) 17 Loetoe U1 elg 1n,, = ayeb et wnere <, ea'by
11 LOAD(ACTIVI 0-241) 71 LoeTIog 705 wero ons tretds
621 LOAD(LOBUF( 6-311) 77 LoeTioe for v in for
63 PUSH(L0-E) 17 LoeTIog for " in Ta)
Y65 EXE (RCTIVI 6241, PARANI 6-71], LOBUFY 0-31) STAUF( - 71) // EXeTIoR el 1 SomGct il Barlis. )
TR /) Berioe PfLin] += GEVH(act lidx ). par(idxu])
367 PUSH(EX-25T) 77 exerioe -
cor Bt e FrLd) v GEVHGCt[in, 7], par(id, )
09 STOR(STBUF [ 0- 71) 77 sTeTIog
xA: PUSH(ST->EX) 17 stetoe
77 Virtual Thread ion mi
6B: LOAD(ACTIV(25-56]) 17 Loetior (b) Convolution micro-coded program
X0C LOAD(LOBUF 32-631) /1 Loerio:
46D PUSH(LD->EX) 77 LoeTIot
xGE: POP (L0_2E 17 exerion
XOF: BXE (ACTIVIZS-56] PARANI 6-711, LOBUF(32-631 STOUF 32-391) /1 ExeTIol
elo: PUSH(EX-2LD /) genioy 7 Wax-paol_ batch normalization and activation function
L PUSHECT) 17 Bt et atcratea by mcro-coikd progran, -
pdz: BOF (EX-aeT) /) aeet 7 Each refister index 15 derived a5 o 20 aerine function
13 STOR(STBUF [32-391) 17 steton 74 Each register index 1s defived as a 3 affine functl:
1a: PUSH(ST->EX) 77 sTetiol 7 eg 0%, X o 13 P v
i eouay Taress'2 1 micra on € fielas
15 ) 17 tosTID2 for y in (6.
pird - 77 Loetioa or x 10 {8.)
17 4 17 LosTIo2 71 nax pgoting
e 77 LoeTiny PTG = WX, 0] o
15 ) 77 LoeTo2 PHdxT = B L) e i, )
1 17 ExeTIDg
18 POP (7260 17 exero: 7/ batch norm
1C: EXE (ACTIVI 6-24] PARANL 0-711 ,LDBUF 8-311 STBUFL 6= 71) // EXETID U1t 105,21
10 PUSH (EX->5T) 17 Exetina T Loy = ADDCrf ey el
VIE: POP (EX-25T) 7 sTeTIo? o o
1F: STOR(STBUF( 0- 71) 77 sTeTIn2 PR = HULCr e, )
7/ Virtuat Thread 3 U] = ADD(r [Haxen™)
c— f— 20: 0P (EX 510 /1 eTIo
211 LOAD(ACTIV(25-501) 77 LoeTios 71 activation
x22: LOAD(LOBUF [32-631) 17 LoeTio: [ A .
— fr— 23 PUSH(LD->EX) 77 LoRTIDS “
Acclerator 2 b e / ERgTios FFLidx,, ] = RELUCPF[idx,,"], rflidx,. 1)
251 POP (ST-26X) 17 BxeTIDg
— jr— 261 EXE (ACTIV(25-50] .PARAN 8711 ,LDBUF (32-63] STUF [32-391) // EXGTIDS
27 PUSH(EX->5T) 17 exeTios .
x28: POP (EX->ST) 71 STETID3 (c) Max pool, batch norm and activation
29! STOR(STBUF (32-391) 77 sterio °
l l l micro-coded program

(a) Blocked convolution program with multiple thread contexts
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Explosion of models and frameworks

Huge gap between model/frameworks and
hardware backends

Explosion of hardware backends
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Existing Approach
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Existing Approach

: : High-level data flow graph
Primitive Tensor operators such as Conv2D




Existing Approach

High-level data flow graph

Primitive Tensor operators such as Conv2D

eg. CubNN Offload to heavily optimized
‘ @JOI®) ’ DNN operator library

| Hardware <
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-O 1 C = tvm.compute((m, n),
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Existing Approach: Engineer Optimized
Tensor Operators

g Matmul: Operator Specificaton
-O 1 C = tvm.compute((m, n), :

: lambda y, x: tvm.sum(A[k, y] * B[k, x], axis=k))

Vanilla Code
& for y in range(1024):
for x in range(1024):
ClylIx] =0
for k in range(1024):

Clyl[x] += A[kl[yl * B[kl [x]




Existing Approach: Engineer Optimized e
Tensor Operators

Matmul: Operator Specification

@) '.c = tvm.compute((m, n), [

: lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Loop Tiling for Locality

for yo in range(128):
for xo in range(128):

Clyo*8:yo+8+8] [x0*8:x0+8+8] = @

for ko in range(128):

for yi in range(8):

for xi in range(8):
for ki in range(8):
Clyox8+yi] [xox8+xi] +=
Alkox8+ki] [yox8+yi] * B[ko*8+ki] [x0*8+xi]




Existing Approach: Engineer Optimized
Tensor Operators

g Matmul: Operator Specificaton
-O 1 C = tvm.compute((m, n), :

: lambda y, x: tvm.sum(A[k, y] * B[k, x], axis=k))

Map to Accelerators
inp_buffer AL[8]1([8], BLI[8][8]
acc_buffer CL[8][8]

for yo in range(128):
for xo in range(128):

vdla.fill_zero(CL)

for ko in range(128):
vdla.dma_copy2d (AL, A[kox8:ko*8+8] [yox8:yox8+8])
vdla.dma_copy2d(BL, B[ko*8:ko*8+8] [x0*8:x0x8+8])
vdla. fused_gemm8x8_add(CL, AL, BL)

vdla.dma_copy2d(C[yox8:yox8+8,x0*8:x0*8+8], CL)

Human exploration of optimized code
8
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New operator introduced

by operator fusion optimization
potentially benefit: 1.5x speedup
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New operator introduced
y operator fusion optimization

b
potentially benefit: 1.5x speedup
o688
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Learning-based Learning System
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Learning-based Learning System

Hardware aware Search Space of Optimized Tensor Programs

Machine Learning based Program Optimizer
l directly generate optimized program
. Hardware

for new operator workloads and hardware
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Learning-based Learning System
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Hardware aware Search Space of Optimized Tensor Programs
Machine Learning based Program Optimizer
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Learning-based Learning System
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[ Hardware aware Search Space of Optimized Tensor Programs ]
Machine Learning based Program Optimizer
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Hardware-aware Search Space

: z Tensor Expression Language (Specification)
O 1 C = tvm.compute((m, n),

: lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))
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Hardware-aware Search Space

o-&-ofe

Tensor Expression Language (Specification)
:C = tvm.compute((m, n),

[ Hardware
|

: lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Define search space of hardware aware
mappings from expression to hardware program

Based on Halide’s compute/schedule separation

<y 4§ & =
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Computational Graph as IR

Represent High level Effective Equivalent Transformations
Deep Learning Computations to Optimize the Graph

attributes

channels=32,
kernel_size=(3,3),
padding=(1,1),

use_bias=0

foonad] b

S 3 fused-conv2d-
] operation | L on | T boere

i inputs i

flatten ;O ! relu

' dataflow !

Cwa >+ dense | | dependency |

| |

,,,,,,,,,,,,,,,,,,,,,,,

Approach taken by: TensorFlow XLA, Intel NGraph, Nvidia TensorRT



The Remaining Gap

___________________________________________

Computational Graph Optimization

need to build and optimize operators for each hardware,
variant of layout, precision, threading pattern ...

i Hardware @9 4 & ma i @ &




Tensor Level Optimizations

N
! Tensor Expression Language .
|
: C = t.compute((m, n), :
! I
|

lambda i, j: t.sum(A[i, k] * B[j, k], axis= k))




Tensor Index Expression

Compute C = dot(A, B.T)

import tvm

m, n, h = tvm.var('m

A
B

O x

")
tvm.placeholder((m
tvm.placeholder((n

tvm. reduce_axis((0
tvm.compute((m, n)

Shape of C

, tvm.var('n'), tvm.var('h')
, h), name='A")

, h), name=‘B") Inputs

, h), name=‘k")
, lambda i, j: tvm.sum(A[i, k] * B[j, kI, axis=k))

N

Computation Rule
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Tensor Expressions are Expressive

Affine Transformation

out = tvm.compute((n, m), lambda i, j: tvm.sum(datali, kI * w[j, kI, k))
out = tvm.compute((n, m), lambda i, j: outl[i, j] + bias[il)
Convolution

out = tvm.compute((c, h, w),
lambda i, x, y: tvm.sum(datalkc,x+kx,y+kyl * wli,kx,kyl, [kx,ky,kcl))

RelLU

out = tvm.compute(shape, lambda *i: tvm.max(0, out(xi))

PO 48T

Fa g



Halide: Image processing language
Loopy: python based kernel generator
TACO: sparse tensor code generator

Tensor Comprehension



Schedule: Tensor Expression to Code

____________________________________ \
: Tensor Expression Language .

|
: C = t.compute((m, n), :
: lambda i, j: t.sum(Ali, k] * B[j, kI, axis=k))!

Key Idea: ¢
Separation of Compute Schedule Optimizations
and Schedule

introduced by Halide ¢

_________________________________________

| Hardware %y 4§ © W i &P L




Example Schedule Transformation

tvm.compute((n,), lambda i: A[i] + B[i])
tvm.create_schedule(C.op)

(@]
I

for (int i = 0; i < n; ++i) {
C[i] = A[i] + B[i];
}



Example Schedule Transformation

C = tvm.compute((n,), lambda i: A[i] + BI[il)
s = tvm.create_schedule(C.op)
x0, xi = s[C].split(s[C].axis[0], factor=32)

for (int xo = 0; xo < ceil(n / 32); ++x0) {
= 0; xi < 32; ++xi) {
int 1 = xo * 32 + xi;
if (i < n) {
C[i] = A[i] + B[i];
}
}

}

for (int xi

172
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Example Schedule Transformation

C = tvm.compute((n,), lambda i: A[i] + BI[il)
s = tvm.create_schedule(C.op)

x0, xi = s[C].split(s[C].axis[@], factor=32)
s[C].recorder(xi, xo)

for (int xi = 0; xi < 32; ++xi) {
= 0; xo0 < ceil(n / 32); ++x0) {
int 1 = xo * 32 + xi;
if (i < n) {
C[i] = A[i] + B[i];
}
}

for (int xo

}



Example Schedule Transformation

C = tvm.compute((n,), lambda i: A[i] + BI[il)
s = tvm.create_schedule(C.op)

x0, xi = s[Cl.split(s[C]l.axis[@], factor=32)
s[Cl.recorder(xi, xo)

s[C].bind(xo, tvm.thread_axis(“blockIdx.x")
s[C].bind(xi, tvm.thread_axis(“threadIdx.x"”)

int i = threadIdx.x * 32 + blockIdx.x;
if (i < n) {

C[i] = A[i] + B[i];
}



Should contain any knobs that produces a logically
equivalent program that runs well on backend models

Must contain the common manual optimization patterns

Need to actively evolve to incorporate new techniques



Hardware-aware Search Space

C P U s Compute Primitives Memory Subsystem
scalar vector

implicitly managed

Loop Sache Vectorization
Transformations Locality

Reuse primitives from prior work:
Halide, Loopy

2




CPUs GPUs TPU-like specialized
Accelerators
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Hardware-aware Search Space

GPUs

@
=

Compute Primitives Memory Subsystem

m ]
scalar vector

mixed

2
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Hardware-aware Search Space

Compute Primitives Memory Subsystem

GPUs

@ Illllslc:IIar | [ 1]
ﬂ Shared memory among

compute cores




Hardware-aware Search Space

Compute Primitives Memory Subsystem
GPUs

! scalar

vector
ﬂ Shared memory among

compute cores

Use of Shared Thread
Memory Cooperation

mixed




Hardware-aware Search Space

TPU'Ilke Specialized Compute Primitives Memory Subsystem
Accelerators

explicitly managed




Hardware-aware Search Space

TPU-'Ike Specialized Compute Primitives Memory Subsystem
Accelerators

explicitly managed







Tensorization Challenge

Compute EEEEEm=N , EEES
primitives  EEEEEEES EEES
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Tensorization Challenge
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Tensorization Challenge
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Tensorization Challenge

Compute
primitives

H W
scalar

Hardware designer:
declare tensor instruction interface
with Tensor Expression

w, x = t.placeholder((8, 8)), t.placeholder((8, 8))
k
y

u
vector

tensor

.reduce_axis((0, 8)) declare behavior
t.compute((8, 8), lambda i, j

tosum(wli, kI * x[i, kl, axis=k))

def gemm_intrin_lower(inputs, outputs): Iowerlng rule to generate
ww_ptr = inputs[0].access_ptr(“r")

hardware intrinsics to carry
xx_ptr = inputs[1].access_ptr("r") «— out the computation
zz_ptr = outputs[0].access_ptr("w")

compute = t.hardware_intrin("gemm8x8", ww_ptr, xx_ptr, zz_ptr)
reset = t.hardware_intrin("fill_zero", zz_ptr)

update = t.hardware_intrin("fuse_gemm8x8_add", ww_ptr, xx_ptr, zz_ptr)
return compute, reset, update

gemm8x8 = t.decl_tensor_intrin(y.op, gemm_intrin_lower)




Tensorization Challenge

| | [] =lll
Compute .
primitives
scalar vector tensor
Hardware designer: Tensorize:
declare tensor instruction interface transform program
with Tensor Expression to use tensor instructions

w, x = t.placeholder((8, 8)), t.placeholder((8, 8)) .

k = t.reduce_axis((0, 8)) declare behavior

y = t.compute((8, 8), lambda i, j:

t.osum(wli, kI * x[j, k], axis=k))

def gemm_intrin_lower(inputs, outputs): Iowenng I'FI|eAtO Qene"ate
ww_ptr = inputs[0].access_ptr(“r" hardware intrinsics to carry
xx_ptr = inputs[1].access_ptr("r") «— out the computation
zz_ptr = outputs[0].access_ptr("w")

compute = t.hardware_intrin("gemm8x8", ww_ptr, xx_ptr, zz_ptr)

reset = t.hardware_intrin("fill_zero": zz_ptr’) ! scalar tensor
update = t.hardware_intrin("fuse_gemm8x8_add", ww_ptr, xx_ptr, zz_ptr)

return compute, reset, update

gemm8x8 = t.decl_tensor_intrin(y.op, gemm_intrin_lower)



Hardware-aware Search Space

TPU'Ilke Specialized Compute Primitives Memory Subsystem
Accelerators

explicitly managed




Hardware-aware Search Space

TPU-'Ike Specialized Compute Primitives Memory Subsystem
Accelerators

explicitly managed
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Software Support for Latency Hiding

Single Module store e
No Task-Pipelining outputs outputs
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Software Support for Latency Hiding

Single Module store
No Task-Pipelining outputs

Multiple-Module
Task-Level Pipelining
store
outputs
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Software Support for Latency Hiding

Single Module store
No Task-Pipelining outputs

Multiple-Module
Task-Level Pipelining

Explicit dependency tracking - outputs
managed by software to hide memory latency



Hardware-aware Search Space
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Tensor Expression Language
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1 C = tvm.compute((m, n),

tvm.sum(Alk, yl * B[k, x], axis=k))
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Hardware-aware Search Space

: : Tensor Expression Language
O . 1 C = tvm.compute((m, n), !

: lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Primitives in prior work: Loop Thread Cache
Halide, Loopy Transformations Bindings Locality

IHardware <z 4§ © mm i@ g
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Hardware-aware Search Space

: : Tensor Expression Language
O I 1 C = tvm.compute((m, n),

Primitives in prior work:
Halide, Loopy

New primitives for GPUs,
and enable TPU-like
Accelerators

| Hardware <&y ! @ m i @ O

—_—— e e = =

lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Loop Thread Cache
Transformations Bindings Locality
jliread Tensorization Latency
Cooperation Hiding

—_—— e e e e e e e e = -
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Hardware-aware Search Space

Tensor Expression Language

1 C = tvm.compute((m, n)
|
|

—_—— e e = =

lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Loop Thread Cache
Transformations Bindings Locality

Uit Tensorization L0
Cooperation Hiding
I Hardware

fardware @y 4 @ W i & G el
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Hardware-aware Search Space

Tensor Expression Language

1 C = tvm.compute((m, n)
|
|

—_—— e e = =

lambda y, x: tvm.sum(A[k, yl * B[k, x], axis=k))

Loop Thread Cache
Transformations Bindings Locality

jliread Tensorization Latency
Cooperation Hiding
I Hardware
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Hardware-aware Search Space

: : Tensor Expression Language
O . 1 C = tvm.compute((m, n), :
: lambda y, x: tvm.sum(A[k, y] * B[k, xI, axis=k)):
Loop Thread Cache
Transformations Bindings Locality
imization
Opt H at © jliread Tensorization Latency
ChOICGS Cooperation Hiding

_________________________________________

I Hardware <4

—_—— e e e e e e e e = -

Billions
of possible
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Learning-based Learning System

Hardware aware Search Space of Optimized Tensor Programs

|
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Machine Learning based Program Optimizer

Hardware <@y 4 & m@ i &
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Learning-based Learning System

~ - =

Hardware aware Search Space of Optimized Tensor Programs

[ Machine Learning based Program Optimizer ]

Hardware <@y 4 & m@ i &
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Global View of TVM Stac

Computational Graph
Graph Optimizations

Tensor Expression Language

Schedule Primitives Optimization

o =

Openc :
ARM Javascript/WASM




High Level Compilation Frontend

module = runtime.create(graph, lib, tvm.gpu(0))
module.set_input (sxxparams)
module. run(data=data_array)
output = tvm.nd.empty(out_shape, ctx=tvm.gpu(0))

import tvm module.get_output(@, output)

import nnvm.frontend
import nnvm.compiler

graph, params =

nnvm. frontend. from_keras(keras_resnet50)

graph, lib, params =
nnvm.compiler.build(graph, target) E:::} Deployable Module

prediction tabby, tabby cat

JS \'g‘_: @ python @
On languages and platforms you choose Java

P- - ;s &%
e @ E



Program Your Phone with Python from Your Laptop

RPC Server on Compiler Stack

Embedded Device
‘ lib = t.build(s, [A, BI,

‘1lvm —target=armv71l-none-linux-gnueabihf’,
name="'myfunc"')

remote = t.rpc.connect(host, port)

upload module to remote Lib.save(‘myfunc.o”)

get remote function remote.upload( ‘myfunc.o’)

f = remote.load_module(‘myfunc.o')
ctx = remote.cpu(0)
a = t.nd.array(np.random.uniform(size=1024), ctx)
b = t.nd.array(np.zeros(1024), ctx)
run function on remote remote_timer = f.time_evaluator(‘myfunc’, ctx, number=10)

I get profile statistics back time_cost = remote_timer(a, b)

copy data to remote
get remote array handle

copy data back to host

1
i
L —» np.testing.assert_equal(b.asnumpy(), expected)
1
i for correctness verification



Learning-based Program Optimizer

\
Program Optimizer
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Learning-based Program Optimizer
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Program Optimizer Code Generator M,
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Learning-based Program Optimizer
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Program Optimizer Code Generator Program

Runtime Measurements
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Learning-based Program Optimizer

o800

~

Program Optimizer Code Generator M, =

Runtime Measurements

High experiment cost,
each trial costs ~1second "
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Program Optimizer Code Generator M,
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Learning-based Program Optimizer
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Program Optimizer Code Generator Program

Cost Model
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Learning-based Program Optimizer

~

Program Optimizer Code Generator Program

Cost Model

Need reliable cost model per hardware

25



Learning-based Program Optimizer
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Program Optimizer Code Generator M,
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Learning-based Program Optimizer

o800

T~

Program Optimizer Code Generator M,

Training data
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Learning-based Program Optimizer
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Program Optimizer Code Generator M,
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Learning-based Program Optimizer
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Adapt to hardware type by learning
Make prediction in 1ms level
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Relative Speedup
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End to End Inference Performance (Nvidia Titan X)
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End to End Performance(ARM Cortex-A53)
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End to End Performance(ARM Cortex-A53)

Specially optimized for
/ Embedded system(ARM)
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End to End Performance(ARM GPU)
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Supporting New Specialized Accelerators

Hardware aware Search Space of Optimized Tensor Programs

Machine Learning based Program Optimizer
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Supporting New Specialized Accelerators

VTA: Open, Customizable

Deep Learning Accelerator

Data Center FPGA
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TVM/VTA: Full Stack Open Source System
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Tensor Program Search Space

ML-based Optimizer
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High-level Optimizations

Tensor Program Search Space

TVM/VTA: Full Stack Open Source System

ML-based Optimizer

VTA Runtime & JIT Compiler

VTA Hardware/Software Interface (ISA)

VTA MicroArchitecture
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High-level Optimizations

Tensor Program Search Space

TVM/VTA: Full Stack Open Source System

ML-based Optimizer

e JIT compile accelerator

micro code
VTA Runtime & JIT Compiler

® Support heterogenous
devices, 10x better than
CPU on the same board.
VTA Hardware/Software Interface (ISA)
VTA MicroArchitecture
e !

e Move hardware complexity
to software
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TVM/VTA: Full Stack Open Source System
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High-level Optimizations

e JIT compile accelerator

micro code
Tensor Program Search Space

ML-based Optimizer ® Support heterogenous
devices, 10x better than

VTA Runtime & JIT Compiler
CPU on the same board.

VTA Hardware/Software Interface (ISA)

® Move hardware complexity
to software

compiler, driver,

hardware design

. full stack open source
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TVM: Learning-based Learning System
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